
 

This is a brief guide to Machine Learning (ML) to accompany our research into Fraud Detection products. 

WHAT IS THE DIFFERENCE BETWEEN SUPERVISED AND UNSU PERVISED ML? 

The incumbent rules based systems are manually developed by fraud specialists with simple logic like limits on 

transaction volumes and amounts. The modern alternative, ML, is to leverage the vast amounts of Big Data that 

can be collected from online transactions and model it in a way that allows us to flag or predict fraud in future 

transactions. This is supervised learning, where you have input variables and an output variable and you use an 

algorithm to learn the mapping function from the input to the output. 

The algorithms learn the pattern and trends set by previous fraudsters, using these to predict whether a transaction 

is fraudulent. Mathematically, the goal is to approximate the mapping function so well that when you have new 

input data that you can predict the output variables for that data or in this case - fraud or not fraud. These 2 

possible outcomes are discrete (rather than continuous) and so classification algorithms such as decision trees and 

Bayesian algorithms are used in practise by vendors to attempt to stop fraud. Decision trees are particularly 

common as they are able to compute quickly (hence allowing ‘real-time’) due to the basic logical steps or 

‘decisions’, mimicking a transistors logic gates, and the algorithm allows some level of explainability.  

Unsupervised learning is another ML based technique employed by vendors. In unsupervised learning, algorithms 

are left to their own devices to discover and present the interesting structure in the data. K-means clustering is an 

example of an unsupervised algorithm and is used where you want to discover the inherent groupings in the data, 

such as grouping customers by purchasing behavior. This still utilises vast data sets but searches for potential 

future methods of fraudulent activity - limiting the potential effects of bias caused by using historical data. 

The images below give a visual example of how an unsupervised algorithm may function. Without any context (or 

learning - in this case), the first image clearly displays a trend in the data. In this example, when clustered, there is 

a distinction between batsman and bowlers in cricket. A distinction that can be made regardless of your knowledge 

of the topic or any context. This is an example of a clustering algorithm. 

 

HOW DO YOU EXPLAIN ML MODELS?  

Explainability is a key feature of any fraud detection product in this regulatory environment. In order to be able to 

satisfy explainability regulation, tech vendors overlay their models with explanatory algorithms that, after the model 

computation, iterate back through the model to produce a feature weighting that identifies the key elements that 

factored into the output. Currently, the Python libraries SHAP and LIME are used by vendors for model explainability. 

SHAP, or, SHapley Additive exPlanation, utilises Shapley values, defined as the ‘average marginal contribution of a 

feature value over all possible coalitions’ and so considers all possible predictions. This makes SHAP consistent 

and locally accurate but the trade-off is a long compute time. Because of the nature of fraud; requiring real-time 

analysis, LIME, the quicker of the two libraries, is often favoured. LIME or Local Interpretable Model-agnostic 

Explanations builds sparse linear models around each prediction to explain how the black box model works in that 

local vicinity. 


